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Image-language understanding 

“Robot, take the pan off the stove!”



Discriminative image-language tasks
•  Image-sentence matching: how well does this 

image go with this sentence?

“A large brown and !
white cat sitting !

on top of a suitcase”



Discriminative image-language tasks
•  Region-phrase matching or visual grounding: 

how well does this region go with this phrase?

“A large brown and !
white cat”



Generative image-language tasks
•  Image captioning: generate a sentence that 

describes this image



Generative image-language tasks
•  Image captioning: generate a sentence that 

describes this image

•  Other tasks: visual question answering, visual 
dialog, etc.



How to match images and text?
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A little girl is enjoying 
the swings 

? 
A dog is running 
around the field 



How to match images and text?

Learn a joint embedding space!

8 
Normalized Canonical Correlation Analysis (CCA)

Gong, Ke, Isard, Lazebnik (IJCV 2014)

Continuous joint latent 
embedding space 

A little girl is enjoying 
the swings 

A dog is running 
around the field 



Nonlinear joint embedding via  
two-branch neural network

Visual data Text data

Wang, Li and Lazebnik (CVPR 2016, PAMI 2018)



For each image, correct sentence should 
be ranked above incorrect ones

For each sentence, correct image should 
be ranked above incorrect ones

Pairs of images described by the same !
sentence should be closer than pairs of !
images described by different sentences

Pairs of sentences describing the same !
image should be closer than pairs of !
sentences describing different images

Margin-based objective function:

Nonlinear joint embedding via  
two-branch neural network



A little girl is enjoying the swings.

Two boys are playing football.

People in a line holding lit roman candles. 

A motorbike is racing around a track.

A boy in a yellow uniform.

An elephant is being washed.

Image-to-sentence search: Given a pool of images and captions,  
rank the captions for each image

Hodosh, Young, Hockenmaier (2013)

Ranking-based evaluation



A little girl is enjoying the swings.

Two boys are playing football.

People in a line holding lit roman candles. 

A motorbike is racing around a track.

A boy in a yellow uniform.

An elephant is being washed.

Sentence-to-image search: Given a pool of images and captions,  
rank the images for each caption

Hodosh, Young, Hockenmaier (2013)

Ranking-based evaluation



Image-to-sentence Sentence-to-image

R@1 R@5 R@10 R@1 R@5 R@10

Karpathy & Fei-Fei 2015
AlexNet + BRNN 22.2 48.2 61.4 15.2 37.7 50.5

Mao et al. 2015
VGGNet + mRNN 35.4 63.8 73.7 22.8 50.7 63.1

Klein et al. 2015
VGGNet + CCA 35.0 62.0 73.8 25.0 52.7 66.0

Wang et al. 2016
VGGNet + deep embed. 43.2 71.6 79.8 31.7 61.3 72.4

Plummer 2018
ResNet + high-res  
+ var. margin

59.8 85.7 92.7 43.7 75.1 84.9

Flickr30K dataset results



From image-sentence matching  
to visual grounding

Plummer, Wang, Cervantes, Caicedo, Hockenmaier, Lazebnik !
(ICCV 2015, IJCV 2017)

1.  Bearded man wearing sunglasses, 
hat and leather jacket standing by 
an orange life preserver. 

2.  Man with beard, sunglasses and an 
aviation jacket standing next to a 
round flotation device. 

3.  A sailor takes a photo with a life 
preserver. 

4.  A man is standing next a life saver. 
5.  A man stands next to a life saver. 



1.  Bearded man wearing sunglasses, 
hat and leather jacket standing by 
an orange life preserver. 

2.  Man with beard, sunglasses and an 
aviation jacket standing next to a 
round flotation device. 

3.  A sailor takes a photo with a life 
preserver. 

4.  A man is standing next a life saver. 
5.  A man stands next to a life saver. 

Flickr30K Entities dataset
244K coreference chains and 267K bounding boxes 
obtained through crowdsourcing


Coreference chains for all 
mentions of the same set of entities

Bounding boxes for all entities



New benchmark task: 
Phrase localization or grounding
Given an image and a sentence, localize all the noun 
phrases from the sentence

The yellow dog walks on the beach 
with a tennis ball in its mouth



Phrase localization is challenging!
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(based on 200  
EdgeBox proposals)



Phrase localization is challenging!
Baseline region-phrase CCA model

A man in a gray sweater speaks to two women 
and a man pushing a shopping cart through 
Walmart

A man in sunglasses puts his arm around  
a woman



Phrase localization with linguistic cues

Plummer, Mallya, Cervantes, Hockenmaier, Lazebnik (ICCV 2017)



Joint inference
•  Find boxes b1, … , bn that match a set of phrases 

p1, … , pn

The yellow dog walks on 
the beach with a tennis 

ball in its mouth



Joint inference
•  Find boxes b1, … , bn that match a set of phrases 

p1, … , pn

Single phrase 
cues



Joint inference
•  Find boxes b1, … , bn that match a set of phrases 

p1, … , pn

Phrase pair 
cues



A man in a gray sweater speaks to two women and  
a man pushing a shopping cart through Walmart 

Without phrase pair cues With phrase pair cues

Phrase localization with linguistic cues



Method R@1 
MCB (Fukui et al., EMNLP, 2016) 48.7 
CCA 43.1 
+Detector 45.3 
+Size 51.5 
+Adjectives 52.3 
+Verbs 54.5 
+Position 55.5 
+Verbs 55.53 
+Prepositions 55.62 
+Clothing & body parts 55.85 

Single!
phrase!

cues

Phrase!
pair!

cues

Phrase localization with linguistic cues

Few phrases affected 
due to long-tailed 
distribution of 
language!



Method R@1 
MCB (Fukui et al., EMNLP, 2016) 48.7 
CCA 43.1 
+Detector 45.3 
+Size 51.5 
+Adjectives 52.3 
+Verbs 54.5 
+Position 55.5 
+Verbs 55.53 
+Prepositions 55.62 
+Clothing & body parts 55.85 
Conditional two-branch network with fine-
tuned features (Plummer et al., 2018) 61.89 

Above + Region Proposal Network 69.56 

Single!
phrase!

cues

Phrase!
pair!

cues

Phrase localization with linguistic cues

Single model, 
no global inference

Few phrases affected 
due to long-tailed 
distribution of 
language!



From phrase localization to detection
•  In phrase localization we are looking for something that is 

assumed to be in the image

•  Looking for everything that might possibly be in the image  
is much harder…



The yellow dog walks on 
the beach with a tennis 

ball in its mouth



From phrase localization to detection
•  In phrase localization we are looking for something that is 

assumed to be in the image
•  Looking for everything that might possibly be in the image  

is much harder…


Ground truth sentence Top retrieved sentence

A man and a woman wearing costume glasses 
(with attached eyebrows, nose, and moustache) 
and holding cigars

A man in a striped shirt and glasses 
speaks into a microphone



O. Vinyals, et al., Show and Tell: A Neural Image Caption Generator, CVPR 2015

Generative task: Image captioning



Diverse and accurate captioning
●  Conventional recurrent models cannot generate diverse 

sentences!



LSTM + beam search results





Diverse and accurate captioning
●  Conventional recurrent models cannot generate diverse 

sentences!
●  Our method: conditional variational auto-encoder with an 

additive Gaussian latent space (AG-CVAE)




LSTM + beam search results



Our method: AG-CVAE 



Wang, Schwing, and Lazebnik (NIPS 2017)



•  Motivation: use a generative model to sample candidate 
descriptions for an image and then re-rank them using  
a discriminative model

Wang, Schwing, and Lazebnik (NIPS 2017)

Diverse and accurate captioning

Our method: AG-CVAE 





Conditional variational auto-
encoder framework (CVAE)

Image Content
Encoder Distribution

Decoder Distribution Prior on z
e.g. Gaussian  

Sentence  Latent variable

D. Kingma and M. Welling, Auto-encoding variational Bayes, ICLR 2014



“cup” 

“dining table” “teddy bear” 

CVAE with additive Gaussian prior
Stochastic Objective:



Controllability
•  Changing the conditioning vector of object labels 

changes the caption in an intuitive way

Wang, Schwing, and Lazebnik (NIPS 2017)



Oracle evaluation
•  Rank generated candidates based on similarity to 

ground truth using standard automatic metrics 
(BLEU, CIDEr, etc.)



Realistic evaluation
•  Use consensus re-ranking to find the “best” 

candidate captions

J. Devlin et al., Exploring Nearest Neighbor Approaches for Image Captioning, arXiv:1505.04467, 2015 
 



Realistic evaluation
•  Use consensus re-ranking to find the “best” 

candidate captions
•  Bad news:
-  Gap between baselines and our method is smaller
-  Absolute gap between oracle and consensus re-ranking 

accuracy is large



Realistic evaluation
•  Use consensus re-ranking to find the “best” 

candidate captions
•  Bad news:
-  Gap between baselines and our method is smaller
-  Absolute gap between oracle and consensus re-ranking 

accuracy is large
-  Cannot beat consensus re-ranking with a trained two-

branch network (so far)



Summary
•  Discriminative models: two-branch networks 
-  Image-sentence matching
-  Region-phrase matching

•  Generative models: conditional variational auto-
encoders

-  Sample diverse candidate image descriptions

•  Closing the loop: the research continues!



Towards compositional image 
description



Thanks!
•  Collaborators: Julia Hockenmaier, Alex Schwing, 

Liwei Wang, Bryan Plummer, Arun Mallya, Juan 
Caicedo, Chris Cervantes, Yin Li, and others

•  Sponsors: National Science Foundation, Sloan 
Foundation, Google, Xerox UAC, Adobe, and others


